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ABSTRACT 

Nowadays financial institutions such as banks and insurance 
companies rely more and more on complex machine learning 
models to drive their business. Such models can handle huge 
amounts of data and make highly accurate predictions. Their 
flexibility allows to capture complex interaction patterns. The price 
to pay when using such models is the lack of transparency on how 
they assign their predictions. The impact of a given input feature on 
a given prediction is not straightforward as in traditional statistical 
models (for example Generalized Linear Models).  

Not understanding the way the predictions are made by a model 
induces a lack of trust in those predictions. This lack of trust is a real 
issue when those models are used to drive financial institutions’ 
businesses. It is therefore critical to be able to whitewash those 
black box models in order to gain visibility on the link between 
input features and predictions.  

This paper presents different techniques of machine learning 
interpretability which allow to shed light on the model’s predictions 
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either globally (over the whole dataset) or locally (for a specific 
segment of the dataset or even at an individual level).     
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INTRODUCTION 

Machine learning (ML) models are complex models which are nowadays 

commonly used by financial institutions (mainly banks and insurance 

companies) with a wide variety of applications. For example, machine 

learning algorithms are used in insurance pricing in order to  

1. Perform features selection (Gradient Boosting Methods, Random 

Forests,…) 

2. Reduce the dimensionality of the feature space (bottleneck Neural 

Networks) 

3. Include interactions in the tariff (Regression trees) 

4. Identify profitable segments in the portfolio (Regression trees) 

5. Identify clusters of similar policyholders (K-Means) 

6. Reverse engineer the tariff of the competition 

  

Historically, insurers providing motor insurances have relied on 

(generalized) linear regression of a limited number of risk factors, 

reported by the policyholder, to determine an individual’s insurance 

premium. Emergence of direct insurers and aggregator platforms have 

reduce the customer switching costs leading to greater price 

competition. Therefore, insurers are forced to determine a competitive 

insurance price to cover their incurred costs. In this context, machine 

learning algorithms present an incredible opportunity as they are 

capable of refining risk premium estimates using massive amounts of 

policyholders’ data with many features. As an example, Axa Japan has 

developed an experimental deep learning (neural-network) model using 

TensorFlow to predict if a driver may cause a large-loss case during the 

insurance period1. 

An adequate prediction of future insurance cost on a case-by-case basis 

is thus becoming a business imperative. Machine learning algorithms 

present an incredible opportunity as they are capable of calculating risk 

premium estimates based on real-time analysis of massive amounts of 

policyholders’ data. Data collection is facilitated through ‘telematics’, 

devices that are installed in policyholders’ cars and collect data that 

make driving behavior measurable (e.g., speeding, harsh breaking). 

Lots of algorithms have been developed in the area of predictive 

modelling or statistical learning. As proven in many Kaggle competitions, 

                                                           
 

1 See https://cloud.google.com/blog/products/gcp/using-machine-learning-for-insurance-pricing-
optimization  
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winning solutions are often obtained with the use of rather complex 

models like gradient boosting, random forest, or neural networks. These 

algorithms have many strengths in the sense that they are able to 

capture complex non-linear patterns as well as interactions but they also 

share a major weakness, which is deficiency in interpretability of a 

model structure. These models are often called "black boxes" because 

we know what comes in and what comes out of the machine, but not 

really the mechanism between the two. Indeed, a single random forest, 

an xgboost model (GBM) or a neural network may be defined according 

to thousands of parameters which make these models hard to 

understand.  

Lack of interpretability leads to lack of trust in model predictions. Lack 

of trust is a major obstacle when one thinks about practical applications 

in financial institutions. For instance, how can we trust that an insurance 

cover is correctly priced by a black box ML model if we do not 

understand why a specific customer has to pay a specific premium?  

In Non-Life insurance pricing it is crucial for the insurer to understand 

how each variable affects its tariff in order to inspire trust to involved 

stakeholders (management, sales & marketing department…) but also 

to the potential customers and intermediaries. An effective 

underwriting strategy cannot be initiated if the insurer does not know 

what segments are the most at risks. Also, it is essential from a 

commercial point of view that the insurer can explain its tariff to its 

potential clients. If this potential client does not understand why he has 

to pay the required premium, it decreases the chances of conversion.  

Interpretability and/or explainability will be even more crucial in the 

coming years as regulators in the European Union (but also in many 

other countries) are pushing for the so-called “right to explanation” 

which is supposed to, among other things, protect the citizens from 

gender or race biased decisions when applying for a loan or an insurance 

cover. 

European laws, such as the GDPR, as well as Belgian laws, impose a form 

of transparency on all processes that use personal data. Furthermore, in 

2021, the European Commission proposed a regulation for Artificial 

Intelligence (AI) (not yet adopted). The goal is to protect European 

citizens and the European market against misuses of AI. For high-risk AI 

systems, regulation will impose an ex-ante CE marking and the 

compliance with a set of requirements. 
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We expect therefore that internal audits devoted to the absence of bias, 

transparency and explicability of ML models will increase sharply in the 

coming months and years.  

The question of trust in these systems is essential for their adoption. It 

is even more important as, at the same time, ML/AI models errors have 

also been reported showing their limitations. Many of these errors are 

linked to the fact that ML models are capable of performing or 

optimizing a task for which they have been trained, but have no 

understanding of what they do or the world they live in. They suffer from 

a lack of "common sense”. 

To overcome this problem, the interpretability of complex machine 

learning models has been a subject of much research, leading today to 

a set of methodologies developed in order to “white-wash” these black 

box models. We are convinced that these methods should help financial 

institutions in their journeys towards ML models adoption, especially in 

order to answer the recent transparency requirements of European 

laws. 

In general, model interpretability techniques enable complex models, 

which could be AI/ML models but also traditional models, to be 

interpreted either globally or locally. Global interpretability provides 

explanations about the general behavior of the model across the entire 

portfolio. For example, global interpretability might explain which 

features (e.g. which policyholders’ characteristics) play an important 

role and describe the impact of each feature on the overall prediction of 

the model (prediction being the lapse rate, the conversion rate, the loss 

frequency, the default probability … depending on the business case). In 

contrast, local interpretability provides explanation for a specified 

prediction (e.g. for a given policyholder, what characteristics contribute 

the most to their above-average premium?). 

In this paper, we present global and local methods that can be used to 

explain predictions from complex black box models. We also illustrate 

how these techniques can be applied using a synthetic example.   
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1. GLOBAL INTERPRETABILITY 
 

Global interpretability traditionally encompasses these two steps: 

1. Identification of the variables (features) of the model that are important globally (i.e. 

features’ importance).  

The importance of a variable in a model can be defined by its influence on the  

a. Value of the prediction: important variables with regards to this criteria will segment 

a lot the prediction of the model and allow to reduce a lot the fitting error on the 

training set.    

b. Quality of the prediction: important variables with regards to this criteria will allow to 

reduce a lot the prediction error of the model on unseen data (test set).    

When the model is trained correctly and does not overfit, variables which are important 

on the training set are also important on the test set which means that, in this case, 

variables which influence a lot the prediction will also have a lot of predictive power. 

Machine learning interpretability is usually used to explain the values of the outputs of a 

model rather than the quality of the outputs of a model. However, identifying which 

variables carry the most predictive power in a model also sheds light on the model.  

2. Examination of how the predictions of the model evolve in function of a single (or 2) 

variable(s) (i.e. Univariate (or bivariate) segmentation of the prediction). This indicates 

the modelled effect of the variable but does not say anything on the quality of the model. 

Variable importance graphs or tables are the commonly used global interpretability 

techniques for the first step. We will explain in this paper different types of importance 

measures (e.g. tree based variable importance, permutation importance…)  

In order to achieve the second step, one typically makes use of partial dependence (PD) plots, 

M-Plots, ALE plots and individual conditional expectation (ICE).  

As we will see, we can also go further and examine the prediction in a multivariate way using 

for instance regression trees. 
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a. Features importance 

 

Let us suppose we have fitted a model 𝑓(�⃗�) and we wish to rank the importance of each 

feature 𝑥𝑗 ∈ �⃗�.  

The following methods can be used :  

Mean decrease in impurity 

 

This first method is based on the Random Forest algorithm. When a Random Forest 𝑅𝐹(�⃗�) is 
trained it is possible to rank the contributions of each variable to the final quality of the fit 
(and hence their contribution to the predictions of the Random Forest). The contribution of a 
given variable simply corresponds to the mean decrease in fitting error it has produced during 
the algorithm which led to the final optimal model. This error is called the impurity.    

 

If 𝑓(�⃗�) is not a Random Forest we can then fit a Random Forest 𝑅𝐹(�⃗�) on the predictions 

𝑓(�⃗�) and use the mean decrease in impurity created by each variable in this Random Forest 

to identify the variables segmenting the most 𝑓(�⃗�). In this case we explain the prediction of 
a first model by fitting a second model on top of it. 

 

In order to better understand what the mean decrease in impurity means we remind the 
Random forest algorithm:  

 

 

We see that at the end of this process each variable has been chosen a certain number of 
times and has each time decreased the impurity (i.e. improved the model) by a certain 
amount. If a variable is chosen many times as the optimal one and that each time this variable 
improves a lot the model then this variable is obviously very important. This translate into a 

Random Forest Algorithm 

1. Create N bootstrap samples from the initial training data  

 Done by randomly sampling this initial training data (with replacement) 

2. Fit a regression/classification tree on each bootstrapped sample  

 Done by selecting each optimal split among a random subset s of the p 

explanatory variables 

 Optimal split decreases the most the impurity (= the error) 

3. Compute the final RF prediction as  

 the mean prediction of the bootstrapped regression trees 

 the class the most frequently assigned by the bootstrapped classification 

trees 
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mean decrease (taken over the bootstrap samples) in impurity which is high for this variable. 
If on the contrary a variable is chosen very rarely and when it is barely decreases the impurity 
then this variable is not important. This leads to a small mean decrease in impurity for this 
variable. 

For a Random Forest of size N the importance of the feature j is given by  

𝐼𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑐𝑒𝑗 =
1

𝑁
∑ ∆𝐼𝑚𝑝𝑢𝑟𝑖𝑡𝑦𝑇,𝑗

𝑁

𝑇=1

=
1

𝑁
∑ ∑ ∆𝐼𝑚𝑝𝑢𝑟𝑖𝑡𝑦𝑇,𝑠𝑗

𝑠𝑗

𝑁

𝑇=1

 

For each bootstrapped tree T we look at the total decrease of impurity due to the variable j. 
We then average over all bootstrapped trees.  

 

The advantage of this method is that it is quite fast and it can therefore be applied on a very 
large amount of input variables. The drawback is that it is not totally reliable especially when 
the input variables are not on the same scale or when the cardinality of these variables differs 
a lot2.  

 

Drop feature importance 

 

The drop feature importance is the most direct and correct way of assessing a variable’s 
importance within a model. It simply consists in training the model both with and without the 
variable and in comparing afterwards their performance. The more important the variable, 
the more the model worsens once it is removed. If the performance is assessed on the training 
set then this method will identify the variables which influence the most the prediction while 
if it is assessed on a test set it will identify the variables which are the most important from a 
predictive point of view. A drawback of this method is that it is very time consuming as the 
model needs to be retrained for each tested variable. Also, the importance of a variable could 
be underestimated if it is correlated to another one. Indeed, the effect of the removed variable 
would partially be transferred to the remaining correlated variable. 

                                                           
 

2 See for example https://link.springer.com/article/10.1186/1471-2105-8-25 

Drop features Algorithm 

1. Select a variable 𝑥𝑖  whose importance you want to measure 

2. Train the model 𝑓() again without this variable : 𝑓(𝑥) → 𝑓(𝑥\𝑥𝑖)  

3. Compute the predictions 𝑓(𝑥) and 𝑓(𝑥\𝑥𝑖) on the training and test set    

4. Compute the increase of error when using 𝑓(𝑥\𝑥𝑖) instead of 𝑓(𝑥) 

 On the training set : measures the dependence of the model on the variable 

 On the test set : measures the predictive importance of the variable 

https://link.springer.com/article/10.1186/1471-2105-8-25
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Permutation importance 

 

Permutation importance assesses the importance of a variable by measuring the impact on 
the prediction error of randomly changing its values. If a variable has no effect on the 
prediction then changing the variable’s values will have no impact on the quality of the model. 
On the other hand, randomly changing the values of a variable which impacts a lot the 
prediction will clearly worsen significantly the model (as the prediction is not fed with the 
correct input upon which it depends strongly). 

Let us illustrate this with the following example. We have a model 𝑓(𝑥1, 𝑥2) where 𝑥1 has no 
effect on the prediction and where 𝑥2 is very important. For instance, 𝑥1 = 𝑐𝑜𝑙𝑜𝑢𝑟 𝑜𝑓 𝑡ℎ𝑒 𝑐𝑎𝑟 
and 𝑥2 = 𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒. 

The model 𝑓(𝑐𝑎𝑟′𝑠 𝑐𝑜𝑙𝑜𝑢𝑟, 𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒) is a simple multiplicative model:  

 

𝑓(𝑐𝑎𝑟′𝑠 𝑐𝑜𝑙𝑜𝑢𝑟, 𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒)  = 1000 ∗ 𝛼𝑐𝑎𝑟 ∗ 𝛼𝑑𝑟𝑖𝑣𝑒𝑟 

 

 

  

We clearly see that the car’s colour has no effect on the model. This is confirmed when 
computing the permutation importance:  

 

The permutation importance is 0 as the prediction based on the shuffled values of the car’s 
colour is the same as initially. 

Obs Driver's age Car's colour Prediction Observed Error Shuffled car's colour New prediction New error

1 18 red 1000 876 15359 red 1000 15359

2 18 red 1000 1110 12094 green 1000 12094

3 18 red 1000 920 6476 blue 1000 6476

4 25 green 900 953 2844 blue 900 2844

5 25 green 900 952 2739 red 900 2739

6 25 green 900 829 5075 green 900 5075

7 30 blue 800 952 23244 blue 800 23244

8 30 blue 800 737 3947 green 800 3947

9 30 blue 800 804 16 red 800 16

7977 7977

0

Initial DB Car's colour importance
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However, we see that the driver’s age is important as the prediction based on the shuffled 
values of the driver’s age is way worse than initially (+ 13 444 on the mean squared error):  

 

Permutation importance is more accurate than ensemble tree based measures and faster than 
the drop feature importance measure. It is therefore a great trade-off between speed and 
accuracy.  

It can also be used in a backward features’ selection process where at each step the variable 
whose values’ random permutation leads to the smallest model deterioration (below a certain 
deterioration threshold) is dropped. 

Let us also mention that permutation importance can also be used to investigate interactions 
by shuffling many features at once.  

 

 

 

Obs Driver's age Car's colour Prediction Observed Error Shuffled driver's age New prediction New error

1 18 red 1000 876 15359 18 1000 15359

2 18 red 1000 1110 12094 25 900 44089

3 18 red 1000 920 6476 30 800 14286

4 25 green 900 953 2844 30 800 23509

5 25 green 900 952 2739 18 1000 2272

6 25 green 900 829 5075 25 900 5075

7 30 blue 800 952 23244 30 800 23244

8 30 blue 800 737 3947 25 900 26513

9 30 blue 800 804 16 18 1000 38440

7977 21421

13444

Initial DB Driver's age importance

Permutation importance Algorithm 

1. Compute the trained model predictions on the training and test set  

2. Select a performance measure for the model 

 AIC, BIC, Mean squared error, Deviance,… 

3. Assess the performance of the model on the training and test set 

 Compute the performance measure based on the predictions and the 

observations  

4. Randomly shuffle the values of the variable whose importance we want to assess 

5. Compute new predictions on the training and test sets using the randomly 

shuffled values  

6. Assess the performance of the model using the new predictions 

7. Compare the initial performance with the performance obtained when the 

predictions use shuffled values of the variable under study 

 On the training set: what variables have influenced the model the most? 

 On the test set: is the ranking similar as on the training set? If not, there is 

some overfitting 
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b. Prediction segmentation  

 

The analysis of the prediction segmentation can help understand how the prediction behaves 
in different locations of the feature space. 

Most of the time 1 dimensional segmentation is performed first. This can be done by using 

- Partial Dependance Plots (PDP) 

- M-Plots  

- ALE-Plots 

- Individual Conditional Plots (ICE) 

 

Because of their 1 dimensionality those tools will not always be able to deal with the loss of 
information that happens when collapsing the multi-dimensional feature space to a single 
dimension. More specifically the following information can be lost:  

- The possible interactions: the different effect of a variable given another variable 
value won’t be reflected when looking at the 1 dimensional trend along this variable. 
This can’t be solved by any aggregated 1-dimensional tool. Only ICE can help identify 
those interactions. 

- The possible correlations among features: changing the value of a given variable to 
study its effect could also change the value of another variable also impacting the 
prediction. This can be solved by ALE. 

Let us mention that it is also possible to perform PDP plots in 2 dimensions.  

The H-Statistic tests the independency between 2 variables by testing whether 2 dimensional 
PDP can be factorized into a product of 1 dimensional PDP plots.  

Multi-dimensional segmentation is also possible by using regression trees for instance. 

Partial Dependence Plots 

An interesting and widely adopted tool for the estimation of the marginal response of a model 
are Partial Dependency Plots (see Friedman (2001)). PDP’s present the marginal relation 
between the response variable of interest and a single explanatory variable from the model. 
An effective and very elastic implementation of this method is available in the pdp package 
for R (see Greenwell (2017)). This method has many extensions such as for example Individual 
Conditional Expectations (Goldstein et al. (2015)). The ICE method allows for tracing 
predictions for individual observations and it is very useful for identification of interactions. 
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In order to introduce the PDP we suppose that we have the following observations and 
predictions for a model predicting the annual cost of Motor Third Party Liability:  

 

In this example the driver’s age and license’s age are perfectly correlated because everyone 
gets his/her license at age 18.  

The model 𝑓(𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒, 𝑙𝑖𝑐𝑒𝑛𝑠𝑒′𝑠 𝑎𝑔𝑒) is a simple multiplicative model:  

𝑓(𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒, 𝑙𝑖𝑐𝑒𝑛𝑠𝑒′𝑠 𝑎𝑔𝑒) = 1000 ∗ 𝛼𝑑𝑟𝑖𝑣𝑒𝑟 ∗ 𝛼𝑙𝑖𝑐𝑒𝑛𝑠𝑒 

 

The coefficients are such that both the driver’s age and license’s age have a decreasing effect 
on the risk:  

 

 

The PDP for the driver’s age at 18 will be computed as the mean model prediction for age 18 
using the non-conditional marginal distribution of the license’s age. This amounts to  

- replacing each driver’s age in the database by 18  

- re-computing the prediction for each observation for which the driver’s age was 
replaced by 18 

- averaging the predictions over the whole database (hence using the marginal 
distribution of the license’s age) 

 

 

 

Obs Driver's age License's age Prediction

1 18 0 1000

2 18 0 1000

3 18 0 1000

4 25 7 720

5 25 7 720

6 25 7 720

7 30 12 560

8 30 12 560

9 30 12 560
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We obtain a PDP of 833.33:  

 

Applying the same logic to driver’s age 25 and 30 leads to the following PDP plot:  

 

 

The PDP-plot method suffers from 2 drawbacks:  

1) It might average predictions for non-realistic observations. For the PDP at driver’s 
age 18 we replaced by 18 the driver’s age of people having license’s age of 7 and 
12. In reality we would never observe such observations. If we look at the feature 
space we average using the marginal distribution of the license’s age (red + grey 
dots) instead of using the marginal distribution of the license’s age conditional to 
the driver’s age (red dots only):  

 

Obs Driver's age License's age Prediction Driver's age License's age Prediction

1 18 0 1000 18 0 1000

2 18 0 1000 18 0 1000

3 18 0 1000 18 0 1000

4 25 7 720 18 7 800

5 25 7 720 18 7 800

6 25 7 720 18 7 800

7 30 12 560 18 12 700

8 30 12 560 18 12 700

9 30 12 560 18 12 700

833.33

Original Data Data for PDP at 18
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The more the variable X1 under study is correlated to another variable X2 the more this effect 
takes place. Indeed, if X2 is strongly correlated to X1 then its marginal distribution differs a lot 
from its conditional one. In other word X2 is very different from X2| X1.  

 

M-Plots and ALE-Plots are a refinement of PDP plots which use conditional marginal 
distributions to perform averages. This solves this first drawback of PDP. 

 

2) It is not able to isolate the effect of a single variable when it interacts with 
another one. This can be seen by taking the following example where the model 
consists in an interaction between the driver’s age and the license’s age : 

𝑓(𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒, 𝑙𝑖𝑐𝑒𝑛𝑠𝑒′𝑠 𝑎𝑔𝑒) = 1000 ∗ 𝛼𝑙𝑖𝑐𝑒𝑛𝑠𝑒,𝑑𝑟𝑖𝑣𝑒𝑟 

 

Where the effect of the driver’s age depends on the value of the license’s age (hence the 
interaction): 

 

 

The data and the predictions are the following:  

 

 

Computing the PDP plot gives a flat curve:  

 

License/Driver 30 35 40

0 1 0.95 0.9

7 1 1 1

12 1 1.05 1.1

Obs Driver's age License's age Prediction

1 30 0 1000

2 30 0 1000

3 30 0 1000

4 35 7 1000

5 35 7 1000

6 35 7 1000

7 40 12 1100

8 40 12 1100

9 40 12 1100
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 The PDP suggests the driver’s age has no effect. This is clearly not correct. It simply has a 
different effect depending on the value of the license’s age. The PDP only looks at the average 
trend of the driver’s age over the different license’s ages (using the marginal distribution of 
the license age). This average trend is null since the trend for license age =0 and license age 
=12 compensate themselves.  

 

In a more formal way let us assume we have calibrated a model 𝑓(𝑋1, 𝑋2). The PDP at a given 
value 𝑥1 is given by 

𝑃𝐷𝑃(𝑥1) = ∫ 𝑓(𝑥1, 𝑥2)𝑝(𝑥2)𝑑𝑥2 

 

This is approximated by the following sum:  

𝑃𝐷𝑃(𝑥1) =
1

𝑛𝑜𝑏𝑠
∑ 𝑓(𝑥1, 𝑥2𝑗)

𝑛𝑜𝑏𝑠

𝑗

= ∑ 𝑓(𝑥1, 𝑥2)
𝑛𝑥2

𝑛𝑜𝑏𝑠
𝑥2

 

 

The sample over which this sum is computed is the full dataset where all observations of 𝑋1 
have been replaced by 𝑥1. This sample is then different for each value of 𝑥1. 

 

 

PDP Algorithm (Molnar) 

1. Select a variable 𝑋𝑘 for which you want to analyze the effect on the prediction 

2. For each value 𝑥𝑘 of 𝑋𝑘 do: 

a. Replace all the values 𝑥𝑖𝑘 of 𝑋𝑖𝑘  by 𝑥𝑘 in the training set 

b. Compute the prediction for each row of the training set using 𝑋𝑖𝑘 = 𝑥𝑘 

c. Average the predictions over the full training set 
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The computation of the PDP presented so far corresponds to the Molnar3 computation. 
Another possible computation is proposed by Bart Baesens. With this method, the PDP at 𝑥1 
is not obtained by averaging 𝑓(𝑥1, 𝑥2) using the marginal distribution of 𝑋2. Instead, it 
considers the value of 𝑓(𝑥1, �̅�2) where �̅�2 is the mean value taken by 𝑋2. 

 

M-Plots 

M-Plots are very similar to PDP-Plots. The only difference is they make use of conditional 
marginal distribution to perform averages. Let us see what this means on our previously used 
example:  

𝑓(𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒, 𝑙𝑖𝑐𝑒𝑛𝑠𝑒′𝑠 𝑎𝑔𝑒) = 1000 ∗ 𝛼𝑑𝑟𝑖𝑣𝑒𝑟 ∗ 𝛼𝑙𝑖𝑐𝑒𝑛𝑠𝑒 

 

 

 

While for each driver’s age value the PDP was computed using observed and artificial 
observations (dark grey & light grey cells) the M-Plot only uses the values actually observed 
(dark grey cells) in the dataset. This means that the M-Plot at driver’s age 18 will only consider 
the license’s ages observed when the driver’s age is actually 18. This amounts to considering 
the marginal distribution of the license’s age conditionally to the driver’s age equal to 18. 

 

 

 

                                                           
 

3 See https://christophm.github.io/interpretable-ml-book/  

Obs Driver's age License's age Prediction

1 18 0 1000

2 18 0 1000

3 18 0 1000

4 25 7 720

5 25 7 720

6 25 7 720

7 30 12 560

8 30 12 560

9 30 12 560

0 0 0 7 7 7 12 12 12 PDP

18 1000 800 700

18 1000 800 700

18 1000 800 700

25 900 720 630

25 900 720 630

25 900 720 630

30 800 640 560

30 800 640 560

30 800 640 560

Licence Age

D
ri

ve
r'

s 
A

ge

18

25

30

Predictions
Driver's age effect

833.33

750.00

666.67

0 0 0 7 7 7 12 12 12 Mplot

18 1000 800 700

18 1000 800 700

18 1000 800 700

25 900 720 630

25 900 720 630

25 900 720 630

30 800 640 560

30 800 640 560

30 800 640 560

720.00

560.00

Driver's age effect
Predictions

Licence Age

D
ri

ve
r'

s 
A

ge

18

25

30

1000.00

https://christophm.github.io/interpretable-ml-book/
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We can then compare the PDP-Plot with the M-Plot:  

 

We see that the PDP-Plot underestimate the driver’s age effect by considering unrealistic pair 
of features in its averages. For age 18, license’s ages unrealistically big decrease the average 
prediction while for age 30 it also takes into account pair of features not observed in the 
dataset which penalizes the average (by including predictions for license’s ages too small when 
the driver’s age is 30). 

However, M-Plots are not perfect. If we now assume in this example that the driver’s age has 
no effect, the PDP-Plot will be flat (as we want it to be) but the M-Plot will still show an effect 

for the driver’s age because of its correlation with the license’s age which has an effect:  

 

Actually, both the PDP-Plot and the M-Plot are inadequate when the variables are correlated. 
PDP-Plot is inadequate because then the marginal distribution used differs strongly from the 
correct distribution, that is the conditional distribution. M-Plots are inadequate because using 
the distribution of X2|X1 to perform the averages implies that the differences in the values 
taken by X2 for different values of X1 will also reflect the effect of X2 on the model and not only 
the effect of X1.  

Finally, a flat M-Plot could also hide a true effect of the variable of interest. Using the 
conditional distribution to perform averages does not guarantee that no compensation will 
occur between the possible values of the license age given the driver’s age. This could happen 
for each driver’s age hence leading to a flat curve. 

Mathematically, the M-Plot is defined as followed:  

𝑀𝑃(𝑥1) = ∫ 𝑓(𝑥1, 𝑥2)𝑝(𝑥2|𝑥1)𝑑𝑥2 

This is approximated by  

𝑀𝑃(𝑥1) =
1

𝑛𝑜𝑏𝑠|𝑥1
∑ 𝑓(𝑥1, 𝑥2𝑗)

𝑛𝑜𝑏𝑠|𝑥1

𝑗

= ∑ 𝑓(𝑥1, 𝑥2)
𝑛𝑥1,𝑥2

𝑛𝑜𝑏𝑠|𝑥1
𝑥2|𝑥1

 

 This sum is computed over the subset of the original dataset for which 𝑋1 = 𝑥1. 
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ALE-Plots 

ALE Plots are an improved version of M-Plots where the value of the curve is computed as the 
cumulative effects of some incremental effects linked to small evolutions of the feature of 
interest only. 

For a model 𝑓(𝑋1, 𝑋2) using 2 explanatory variables the ALE curve along the first variable 𝑋1 is 
defined as 

𝐴𝐿𝐸(𝑥1) = ∫ ∆𝐴𝐿𝐸(𝑧1)
𝑥1

min (𝑋1)

𝑑𝑧1 − 𝑐1 = ∫ 𝐸 [
𝜕𝑓(𝑋1, 𝑋2)

𝜕𝑋1
|𝑋1 = 𝑧1]  𝑑𝑧1 − 𝑐1

𝑥1

min (𝑋1)

 

The expected value is computed using the distribution of 𝑋2|𝑋1 :  

𝐴𝐿𝐸(𝑥1) = ∫ ∫
𝜕𝑓(𝑧1, 𝑥2)

𝜕𝑋1
𝑝(𝑥2|𝑧1) 𝑑𝑥2𝑑𝑧1 − 𝑐1

𝑥1

min (𝑋1)

 

The slope of the ALE curve at a given value x1 of the variable X1 represents the conditional 
mean variation in prediction when slightly changing x1 with X2 fixed. It therefore represents 
the local effect of the variable X1 at x1 on the prediction when the correct conditional 
distribution of X2|X1=x1 is used and when the effect of X2 is neutralized. 

The accumulated effect at a given point x1 is obtained by aggregating those local effects. 

 

ICE plots 

Individual Conditional Expectation (ICE) plots rely on a very similar idea to partial dependence 
plots. The difference is simply that instead of looking at the evolution of the mean prediction 
along a variable they look at the evolution of the prediction for each observation separately 
along that variable. ICE plots show therefore some kind of a disaggregated version of PDP’s. In 
other words, the PDP is an average of the different curves making up the ICE plot. 

Thanks to ICE, we can see how the predicted value of each observation is expected to evolve 
across all possible values of a feature of interest and we can therefore see whether the effect 
is similar or not for all the observations. If not, it indicates that the effect of the feature 
depends on the values taken by other features which means it interacts with other features. 
This is a big improvement on the PDP plot.  Indeed, we explained before that 1-dimensional 
PDP cannot show interaction, mainly because PDP’s display a 1 dimensional averaged effect. 

In ICE graph (see section 4 for illustration), each individual gray line represents a single 
observation where the value of the feature of interest has been changed. It can be hard to tell 
whether the ICE curves differ between individuals because they start at different predictions. 
Centering all lines around a particular predictor value (typically zero) helps visualize the 
evolution relative to that centered value. 

Let us also mention that just like PDP, ICE also creates observations which are not realistic. If 
there are correlations between variables the ICE curve will not take them into account. 
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Summary 

Let us now summarize the information presented in the previous sections.  

Tool Definition Formula OK Correlation ? OK Interaction ? 

𝑷𝑫𝑷(𝒙𝟏) 

Mean prediction 

at 𝑥1 using 

marginal 

distribution of 𝑥2  

𝐸[𝑓(𝑥1, �⃗�)] No No 

𝑴𝑷(𝒙𝟏) 

Mean prediction 

at 𝑥1 using 

distribution of 𝑥2 

conditional to 𝑥1 

𝐸[𝑓(𝑥1, �⃗�)|𝑥1] No No 

∆𝑨𝑳𝑬(𝒙𝟏) 

Mean local 

variation in 

prediction around 

𝑥1 with 𝑥2 fixed 

using distribution 

of 𝑥2 conditional 

to 𝑥1 

𝐸 [
𝜕𝑓(𝑥1, �⃗�)

𝜕𝑋1
|𝑥1] Yes No 

𝑰𝑪𝑬𝒊(𝒙𝟏) 

Predictions for 

observation 

𝑖 when browsing 

all possible values  

of the feature 𝑥1 

while keeping all 

the other fixed 

𝑓(𝑥1, �⃗�𝑖) No Yes 

 

ICE Algorithm  

1. Select a variable 𝑋𝑘 for which you want to analyze the effect on the prediction 

2. For each observation �⃗�𝑖 = (𝑥𝑖1, … , 𝑥𝑖𝑘 , … 𝑥𝑖𝑝) do: 

a. Create extra-observation (𝑥𝑖1, … , 𝑥𝑖𝑘
∗, … 𝑥𝑖𝑝) by going over all possible 

values of 𝑋𝑘 ≠ 𝑥𝑖𝑘  while maintaining the other features’ values 

unchanged 

b. Compute the prediction for those extra-observations 

c. Plot the curve associated to the observation �⃗�𝑖 by plotting the prediction 

of the initial observation as well as the predictions for the extra-

observations created 
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2. LOCAL INTERPRETABILITY 

LIME: Local interpretable model-agnostic explanations 

So far we have seen how a model can be explained at a global scale, either by identifying the 
variables having the most effect (globally) or by looking at predictions averages (globally) along 
a given variable. A different approach is presented in the article Tulio Ribeiro et al. (2016b). 
The authors propose LIME (Locally Interpretable Model agnostic Explanations) as a method 
for explaining black box predictions by fitting an interpretable model locally around a 
prediction of interest.  

For instance, let us suppose we want to explain a model 𝑓 around the prediction 𝑥. Then, LIME 
will consist in fitting an alternative interpretable model 𝑔 on the predictions of the model 𝑓 
for data points in the neighborhood of 𝑥. Being a local explanation around 𝑥 the model 𝑔 is 
fitted by giving an importance to the surrounding data which decreases with the distance to 
𝑥. The purpose of the model 𝑔 is only to approximate 𝑓 correctly locally.  

Mathematically speaking, the model 𝑔(𝑥) is such that 

 

𝑔(𝑥) = 𝑎𝑟𝑔𝑚𝑖𝑛𝐺𝐿(𝑓, 𝑔, 𝜋𝑥) +  Ω(𝑔) 

 

The model 𝑔 is the interpretable model which minimizes the error L on the black box 
predictions f when considering a given proximity measure 𝜋𝑥and complexity Ω(𝑔). The 
proximity measure 𝜋𝑥 defines the size of the neighborhood by assigning weights to the data 
point around x in function of their distance to it. The further a point the less it contributes. 
Above a certain distance (the neighborhood distance) points don’t contribute anymore. Ω(𝑔) 
is the complexity (i.e. the number of features) of the surrogate model and is fixed by the user. 

The algorithm is the following:  

 

 

 

LIME Algorithm  

1. Select an observation of interest 

2. Generate a sample of data points using a Gaussian distribution centered on the 

training data center (and unfortunately not on the observation of interest) 

3. Assign weights to each generated data point (with weights increasing as we get 

closer to x) 

4. Train the interpretable model of given complexity on weighted generated data 

points 
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The advantage of LIME is that it allows to fall back on very simple and understandable known 
models. Random forests can for example be locally approximated by linear models or 
regression trees.   

The disadvantage of LIME is that the result is highly sensitive to the neighborhood which is 
taken into account during the fit of the surrogate model while there is actually no method to 
determine this neighborhood in an optimal way.  

 

SHAP and SHAPLEY 

Let us suppose we have a model 𝑓(𝑋) = 𝑓(𝑋1, 𝑋2, 𝑋3, 𝑋4) we wish to white-wash.  As already 
mentioned we could try to understand the model globally by identifying the most relevant 
variables and by analyzing the mean evolution of the prediction along one or several given 
feature(s). But we might also be interested in understanding the model at the level of a single 
observation. How can we explain the prediction 𝑓(𝑥1, 𝑥2, 𝑥3, 𝑥4) of the model for the single 
observation (𝑋1, 𝑋2, 𝑋3, 𝑋4) = (𝑥1, 𝑥2, 𝑥3, 𝑥4)?   

Shapley Values allow to explain the difference between 𝑓(𝑥) and the mean prediction 
𝐸𝑋[𝑓(𝑋)] by distributing this difference among each feature’s value in an additive way even 
for non-additive models:   

𝑓(𝑥) − 𝐸𝑋[𝑓(𝑋)] = ∑ 𝜙𝑗(𝑥)

𝑝

𝑗=1

 

The Shapley value 𝜙𝑗(𝑥) corresponds to the contribution of the value 𝑥𝑗 of the feature 𝑗 to the 

difference between the prediction of the observation 𝑓(𝑥) and the global mean prediction 
𝐸𝑋[𝑓(𝑋)]. Because the contributions are defined in such a way that they add up to the 
prediction even for non-additive models their computation is not intuitive. In particular, 
removing a variable from a non-additive model does not change the prediction for an 
observation by the amount of its Shapley Value.  

The difference between the local prediction 𝑓(𝑥) and the global mean prediction 
𝐸𝑋[𝑓(𝑋)] can be seen as the difference in the prediction when having no information on the 
features’ values and when having full information:  

𝑓(𝑥) − 𝐸𝑋[𝑓(𝑋)] = 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛(𝑓𝑢𝑙𝑙 𝑖𝑛𝑓𝑜) − 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛(𝑛𝑜 𝑖𝑛𝑓𝑜) 

 

The Shapley value of a given feature for a given observation can then also be seen as the 
impact on the observations’ prediction of knowing this feature. In fact, the Shapley Value 
𝜙𝑗(𝑥)  is defined as the mean impact of adding the information about 𝑥𝑗 when computing the 

prediction. The subtlety lies in the way this mean is computed: 

𝑓(𝑥) − 𝐸𝑋[𝑓(𝑋)] = 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛(𝑓𝑢𝑙𝑙 𝑖𝑛𝑓𝑜) − 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛(𝑛𝑜 𝑖𝑛𝑓𝑜)

= ∑ 𝑖𝑚𝑝𝑎𝑐𝑡 𝑜𝑓 𝑎𝑑𝑑𝑖𝑛𝑔 𝑖𝑛𝑓𝑜 𝑥𝑗

𝑝

𝑗=1

= ∑ 𝐸𝑆 [𝐸𝑋[𝑓(𝑋|𝑆 + 𝑥𝑗)] − 𝐸𝑋[𝑓(𝑋|𝑆)]]

𝑝

𝑗=1

  = ∑ 𝜙𝑗(𝑥)

𝑝

𝑗=1
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In order to compute the mean impact of adding the information about 𝑥𝑗  we need to consider 

all the possible initial sets of information 𝑆 (i.e. all the features’ values already known) to which 
this new information can be added. We can then compute a mean impact over all those 
possible initial sets. In other words, we need to consider all the possible information we might 
already have on the other features’ values before adding the information about 𝑥𝑗. For a given 

initial set 𝑆 = 𝑠 the impact is simply taken as the difference in mean prediction when adding 
the info about  𝑥𝑗 to this given set. 

For 𝑝 = 4 here are all the possible subset of information 𝒔 to which we could add the 
information about 𝒙𝟒: 

 

 

  

For each possible set 𝑠 we will compute the following impact: 

𝐸[𝑓(𝑋|𝑠 + 𝒙𝟒)] − 𝐸[𝑓(𝑋|𝑠)] 

For example, for the set x1x2 this will lead to  

𝐸[𝑓(𝑋|𝑥1, 𝑥2, 𝒙𝟒)] − 𝐸[𝑓(𝑋|𝑥1, 𝑥2)] 

 

The probability of having a given initial set is given by:  

𝑝(𝑆 = 𝑠) = 𝑝(|𝑆| = |𝑠|) ∗ 𝑝(𝑆 = 𝑠||𝑆| = |𝑠|) =
1

𝑝
∗

1

(𝑝 − 1)!
(𝑝 − 1 − |𝑆|)! |𝑆|!

=
(𝑝 − 1 − |𝑆|)! |𝑆|!

𝑝!
 

 

 

The first term is computed by assuming each set size has the same probability of occurring. 
The second term is computed by counting all the possible ways of drawing |s| features out of 
𝑝 − 1 features.  

We can now reformulate explicitly the decomposition of the local difference into Shapley 
values:  

𝑓(𝑥) − 𝐸𝑋[𝑓(𝑋)] = ∑ 𝜙𝑗(𝑥)

𝑝

𝑗=1

 

 

# sets

0 null 1

1 x1 x2 x3 3

2 x1x2 x1x3 x2x3 3

3 x1x2x3 1

8

 sets 

size|s|

sets sp=4
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Where  

𝜙𝑗(𝑥) = 𝐸𝑆 [𝐸𝑋[𝑓(𝑋|𝑆 + 𝑥𝑗)] − 𝐸𝑋[𝑓(𝑋|𝑆)]]

= ∑ 𝑝(𝑠) ∗ (𝐸𝑋[𝑓(𝑋|𝑠 + 𝑥𝑗)] − 𝐸𝑋[𝑓(𝑋|𝑠)])

𝑠 ∈ 𝑆\𝑥𝑗

 

Which leads to  

𝜙𝑗(𝑥) = ∑
(𝑝 − 1 − |𝑆|)! |𝑆|!

𝑝!
∗ (∫ 𝑓(𝑥)𝑝(𝑥|𝑠 + 𝑥𝑗)𝑑𝑥 − ∫ 𝑓(𝑥)𝑝(𝑥|𝑠)𝑑𝑥)

𝑠 ∈ 𝑆\𝑥𝑗

 

 

Let us take again the example of a GLM model:  

The model 𝑓(𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒, 𝑙𝑖𝑐𝑒𝑛𝑠𝑒′𝑠 𝑎𝑔𝑒) is a simple multiplicative model:  

𝑓(𝑑𝑟𝑖𝑣𝑒𝑟′𝑠 𝑎𝑔𝑒, 𝑙𝑖𝑐𝑒𝑛𝑠𝑒′𝑠 𝑎𝑔𝑒) = 1000 ∗ 𝛼𝑑𝑟𝑖𝑣𝑒𝑟 ∗ 𝛼𝑙𝑖𝑐𝑒𝑛𝑠𝑒 

 

The coefficients are such that both the driver’s age and license’s age have a decreasing effect 
on the risk:  

 

  The dataset with the prediction is the following:  

 

Let us compute the Shapley’s values for the observation 9:  

 

Obs Driver's age License's age Prediction

1 18 0 1000

2 18 0 1000

3 18 0 1000

4 25 7 720

5 25 7 720

6 25 7 720

7 30 12 560

8 30 12 560

9 30 12 560

760 mean

Initial sets E[f(X)|s] E[f(X)|s+driver'sage=30] ∆E p(s) ∆E*p(s)

null 760 560 -200 0.5 -100

license's age=12 560 560 0 0.5 0

-100 Shapley value

Shapley value for driver's age
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The difference to explain is -200 (difference between the individual prediction of 560 and the 
global mean prediction of 760). Each variable contributes equally to this difference. 

Let us detail the computation for the Shapley value of the driver’s age.  

First we have to consider all possible initial sets to which we could add the information about 
the driver’s age. Those are the null set and the set consisting in the information about the 
license’s age.  

 

Then, for each of those initial sets we compute the mean prediction.  

 

  

After that, we add the information about the driver’s age to each of these initial sets to get an 
updated mean prediction. 

 

  

Finally we average the difference between the mean predictions with and without the 
information on the driver’s age.  

 

  

  

Initial sets E[f(X)|s] E[f(X)|s+license's age=12] ∆E p(s) ∆E*p(s)

null 760 560 -200 0.5 -100

driver's age=30 560 560 0 0.5 0

-100 Shapley value

Shapley value for license's age

Initial sets E[f(X)|s] E[f(X)|s+driver'sage=30] ∆E p(s) ∆E*p(s)

null 760 560 -200 0.5 -100

license's age=12 560 560 0 0.5 0

-100 Shapley value

Shapley value for driver's age

Initial sets E[f(X)|s] E[f(X)|s+driver'sage=30] ∆E p(s) ∆E*p(s)

null 760 560 -200 0.5 -100

license's age=12 560 560 0 0.5 0
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Shapley value for driver's age

Initial sets E[f(X)|s] E[f(X)|s+driver'sage=30] ∆E p(s) ∆E*p(s)

null 760 560 -200 0.5 -100

license's age=12 560 560 0 0.5 0

-100 Shapley value

Shapley value for driver's age

Initial sets E[f(X)|s] E[f(X)|s+driver'sage=30] ∆E p(s) ∆E*p(s)

null 760 560 -200 0.5 -100

license's age=12 560 560 0 0.5 0

-100 Shapley value

Shapley value for driver's age
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3. CONCLUSION 

 

Machine learning models are often black boxes implying a difficulty to understand and explain 
their results.  

In practical applications, other stakeholders than the data scientists or quants (e.g. 
management, regulators,…) need to understand the results of machine learning model to be 
able to trust them for decision-making and/or to validate them for regulatory purposes (cfr 
evolution of EU regulation on AI). 

Companies wanting to replace their traditional statistical models (e.g. GLM) by Machine 
Learning models have therefore to implement some tools in order to improve explainability. 
We believe the tools presented in this white paper should be part of the tool-box of financial 
institutions wanting to use machine learning techniques. They allow features’ selection (with 
variable importance techniques) and features’ impact assessment (with PDP, M-Plot, ALE or 
ICE) or local interpretability (LIME or Shapley Value). 

Another strategy that might be used would be to complement traditional models with 
machine learning models and to use machine learning techniques as pre-modelling tools. You 
could indeed prefer to keep traditional and interpretable models (GLM) as your core modelling 
tool and simply use machine learning upfront for feature’s selection (with variable 
importance) when you have too many features or for feature’s engineering (e.g. detecting 
interactions and creating a new variable capturing these interactions). 

In any case, the selection of the most adequate model should not only be based on predictive 
power but on a trade-off between 

- Predictive power 

- Capacity to understand the results 

- Ability to take sound and robust decisions based on the results 

 

In the next section, we provide a case study in Python. 
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4. CASE STUDY IN PYTHON 

 

Let us consider the following data set consisting in around 14K observations of average yearly 
TPL costs for policyholders segmented by their age and license’s age :  

 

  

The following plots allow to shed light on this dataset :  
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We notice:  

- A decreasing linear effect of the license’s age 

- A parabolic effect along the driver’s age with a minimum at age 40 

- An interaction between the 2 variables translating into a higher risk for the segment 
of young unexperienced drivers 

- A correlation between the 2 variables as there are significantly less observations with 
both a high driver’s age and low license’s age. 

 

Let us now fit a random forest on this data set and apply the different techniques explained in 
this paper in order to whitewash this model. 

First, let us plot the predictions of the model on the training set along the 2 explanatory 
variables. We see that the model captures all the structure which we identified in the dataset. 

 

 

 

When the model only has 2 input variables such a plot already provides all the information 
about the model without any need for dimension reduction. However, in most case there are 
more than 2 variables and we need to perform averages to be able to produce 1D or 2D plots. 

Let us now illustrate how we could try to understand the predictions of the model using the 
1D Plots we discussed earlier in this paper. 

First we compute the PDP & Ice-Plots for both variables :  
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We clearly see that the PDP-Plots allow to capture the effect of each variable. However, in 
order to detect the interaction we need the ICE-Plots. By looking at the Ice-Plots we see that 
the decreasing effect of the driver’s age is not the same across all observations. The top curve 
in the plot decreases more than the others on small driver’s ages reflecting the presence of a 
higher risk on the segment of young unexperienced drivers. 

   

 

Those plots also illustrate that PDP-Plots are just an average of the ICE Plots. 

 

Asides from the PDP & Ice Plots we can also produce ALE plots which have the benefit of 
isolating the effect of a given variable:  

 

 

Let us now consider the 3rd observation of the dataset :  
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We can use the Shapley value to explain the deviation of the prediction (1469) from the global 
mean prediction (1185) by the values taken by the driver’s age and license’s age for this 
observation:  

 

  

We see that the large value of the license’s age has an effect of decreasing the prediction while 
the large age value has an increasing effect.  

 

We can also plot for each variable all the Shapley values assigned over the dataset :  

         

 

 

We recognize the parabolic effect along the driver’s age and the decreasing effect along the 
license’s age. However, those graph do not describe perfectly the behavior of the model we 
want to describe. In order to see that let us map the points shown in those graphs with the 
different regions of the function describing the model we want to explain:  
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Along the driver’s age we should see a discontinuity between the segment 1 and 3 as we leave 
the interaction region (region 1). This discontinuity is present on the Shapley graph. However, 
the Shapley graph also shows a discontinuity between the segment 2 and 4 which is not 
correct. Besides, the segment 3 should be higher than the segments 4 & 5 on the Shapley 
graph.  

Along the license age we should see a discontinuity between the region 1 & 2 and this is indeed 
shown on the Shapley graph. However we should not see on the Shapley graph a discontinuity 
between the regions 3 and 4&5.  

What happens is that the Shapley decomposition underestimated the effect of the driver’s age 
for the regions 3, 4 & 5 and overestimated for those regions the effect of the license’s age. 
This is the reason we observe discontinuities between regions 2 & 5 along the driver’s age and 
between regions 3 & 4&5 along the license’s age. This is a reminder that the Shapley 
decomposition is merely an additive approximation of the prediction of a model. When the 
model shows complex interaction patterns as in our example the approximation needs to be 
taken with great care. We also see that interpreting such Shapley graphs is not so easy even 
when we know the correct model structure. In reality the model structure is unknown which 
makes the interpretation of such graphs even harder. 

Finally, let us compute a LIME around the observation for which we computed the Shapley 
value above. Here, the model is approximated by a Ridge Regression:  
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The value predicted by the Random Forest for this observation is 1469. The surrogate model 
makes for this observation a prediction of 1375 which is decomposed into an intercept (1208), 
a positive effect of the driver’s age (+340) and a negative effect of the license’s age (-173). 
Both with LIME and Shapley the driver’s age value has a positive effect 2 times greater in 
absolute value as the License’s age value effect. 
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5. ABOUT REACFIN

Developing, in partnership with our clients, sustainable actuarial & 

quantitative financial solutions, from design and modelling to 
operationalization in their systems, building on strong data analytics, 

while securing full transparency and integral knowledge transfer. 

Reacfin is the reliable bridge between academic excellence and 

market best practices. 

 

The company started its activities in 2004 as a spin-off of department of UCLouvain School of Statistics, 

Biostatistics and Actuarial Science. 

In its early days, we focused on actuarial consultancy services for Belgian Pension Funds, Insurance Companies 

and Mutual organizations. Rapidly, in the following years, we expanded our business internationally and 

broadened our scope of services to Risk Management, Quantitative Finance, Portfolio Management and Data 

Analytics for Financial Institutions in the broader sense (i.e. Insurers, Banks, Asset Managers, Pension Funds, 

Financial Market Infrastructures and Regulators). 

Based in Louvain-la-Neuve (Belgium), Reacfin employs today more than 25 consultants most of which hold 
PhD’s or highly specialized university degrees. 

Over the years, we have now served in excess of 100 different financial institutions, the vast majority of which 

are recurrent clients, which we see as the most convincing indicator of our clients satisfaction. 

Missions we regularly perform consist of models design, developments & deployment, model validations, 
definition of risk- & portfolio management policies, organization & governance advisory, strategic asset 
allocations or specialized management consulting with regard to Risk & Portfolio management problems.  

We organize our consulting services along 4 Centers of Excellence: 

Risk Management & Finance Life, Health and Pension 

 ESG and climate risk assessment and modelling 

 Implementation/calibration of stochastic models 

 Valuation/Pricing of financial instruments 

 Development of AM & ALM models 

 Credit Portfolio Management Models (incl. IRB, IFRS9,  etc.) 

 Asset  allocation, (Automated) trading   & hedging strategies 

 Quantitative Risk Management models 

 Strategic opportunities assessment  and business valuations 

 Industrialization of processes & organizational  optimization 

 Business intelligence, benchmarking & surveys 

 Internal & regulatory reporting (KRI’s & KPI’s dashboards) 

 Validations, model review frameworks and model documentation 

 IFRS17, Solvency 2 and loal GAAP valuation 

 Pricing , product development & reserving 

 Dynamic Financial Analysis (DFA) 

 Capital Requirement optimization 

 Business valuation support 

 Actuarial function outsourcing 

Non-Life 

 Implementation or review of reserving methodologies 

 Development of innovative pricing methodologies and tools 

 Valuation & profitability analysis models 

 Risk mitigation optimization 

 Business valuation , capital management and actuarial function 

Data Analytics 

 Machine learning models and processes robotization 

 Text mining solutions and qualitative financial environment analysis 

 Data visualization (dynamic dashboards, automated reports,, etc.) 

 Creation of structured dataset thanks to scraping methodologies 

 

https://uclouvain.be/en/faculties/sc/lsba
https://uclouvain.be/en/faculties/sc/lsba
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We deploy material efforts at ensuring that Reacfin deliverables systematically have the 

following characteristics: 

 Expertise in most advanced quantitative modelling & academic excellence of a  spin-off 
 All our consultants hold multiple masters or PhD. 
 Best-in-class qualitative risk management leveraging on highly experienced senior 

consultants 
 

 Client-centric solutions focused on deliverables 
 Respecting the principle of proportionality 
 Cost efficient within tight pre-agreed budgets 

 

 Hands-on implementation tested for real-life conditions 
 Open source solutions on request 

 Close cooperation with our clients 

 

 Lean & efficient tailored project management 
 Regular progress reviews 
 Agile approach to adapt to the evolving needs of our clients 

 

 Clear & comprehensive documentation compliant existing or upcoming regulation 
 Adapted trainings at all levels of the organization 
 Coaching support for implementation and operationalization of processes 

 

We articulate our offer along 3 brands: 

We offer consulting services in actuarial science & quantitative finance, including a.o. capital - portfolio - 

product - risk - and liquidity - management. We build our expertise on broad data analytics capacities.   

We develop solutions in partnership with our clients, i.e. we integrate our solutions in our client’s systems 

and processes and we secure full knowledge transfer (e.g. open source code). 

We share our knowledge with our clients. We offer a comprehensive learning platform, including on-site 

trainings, e-learning modules, webinars etc. 

Reacfin’s management puts great emphasis at sharing and embedding our driving values within the company: 

 

 

 

 

 

 

  

We attract the best 
people 

 

We develop their skills 
and career through 

diversified missions and 
rigorous knowledge 

management 
 

We go the extra-mile to 
deliver the best quality in 

our work & services 

By acting as a bridge 
linking academic 

excellence with best 
market practices, we 

select the latest 
research that best 
serves our clients 

 

Through out of the box 
thinking, we apply state-

of-the-art techniques 
that offer our clients 

pragmatic added-value 
solutions 

We put work ethics, 
client's best interest 

and confidentiality as 
the foundation of our 

work 
 

We commit at  
promoting the greatest 

transparency and 
knowledge sharing in all 

our clients’ solutions 

We are dedicated at 
clearly understanding 

the needs of our 
clients 

 

We deliver solutions 
that produce 

measurable value 
 

Our deliverables are 
tailored and actionable 

solutions to our 
clients’ challenges 

We develop 
sustainable 

partnerships with our 
clients 

 

We never compromise 
on our commitments 

including level of 
quality, budgets & 

deadlines 
 

All our deliverables are 
designed, developed 

and tested to last over 
time with constant 

efficiency 
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6. CONTACT DETAILS 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

  

Xavier Maréchal 
CEO 

xavier.marechal@reacfin.com 

Samuel Mahy 
Director 

samuel.mahy@reacfin.com 
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Feel free to check our online resources for more information and free material 

Check our online resources on 

www.reacfin.com 

 

Online Apps 
& Tools demo’s 

 

 

Latest research & 

programs of training 

  

http://www.reacfin.com/
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sustainable actuarial & quantitative financial 
solutions, from design and modelling to 
operationalization in their systems, building on 
strong data analytics, while securing full 
transparency and integral knowledge transfer.
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Linking Academic Excellence 
with Market Best Practice 


